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- Glitching the Algorithm: Reclaiming Performative Agency through Real-Time Distilled AI and 

Experimental Fine-Tuning by Chenxi Bao (DynamiX), Baisen Wang (DynamiX), & Yuting Wu 

(Individual) 
- return 0: An Audio-Visual Performance of Memory and Countermemory by Yinuo Chen (King's 

College London) 
- Planting and Shaping the Neural Tree: Growing a Musical Collaborator Through Objective-

Free Neuroevolution in Open-Ended Exploration by Fabian Ostermann (Technische Universität 

Dortmund) & Tim Löhde (independent) 
- Latent Jamming in Reykjavík Sunburn: Electronic Music Improvisation Employing 

Generative Neural Audio Synthesis by Martin Heinze (Independent Artists) 
- Latent Sampling: a PLAUD Performance by Błażej Kotowski (Universitat Pompeu Fabra) 

Glitching the Algorithm 
Current deep learning audio models are frequently perceived as autonomous generators that threaten 
to replace musicians, largely due to their offline, high-latency nature and tendency to produce 
aesthetically "correct" but sterile music. This paper presents a novel performative framework that 
transforms the ACE Step 1.5 model into a real-time, playable digital instrument. By employing 
model distillation and a streaming generation architecture, we achieve sufficiently low latency for 
live performance. 
Furthermore, to counter the aesthetic homogenization of AI music, we trained personalized LoRA 
models on the authors’ own experimental tracks. During live performance, musicians navigate this 
personalized latent space using three continuous parameters: prompt interpolation, temperature, and 
Classifier-Free Guidance (CFG) which are dynamically morphing between granular glitch textures 
and ambient soundscapes, pushing the model toward creative unpredictability rather than 
algorithmic perfection. 
Chenxi Bao is a Music AI Engineer and interactive music designer with a dual background in 
music and information technology. His academic research focuses on symbolic music generation, 
video-to-music generation, and virtual analog modeling. Beyond the laboratory, Chenxi is deeply 
rooted in live stage performance. He creates interactive audiovisual setups using Max/MSP and 
brings extensive live gigging experience as an active bassist performing with his band. This rich 
synthesis of rigorous algorithmic research and hands-on musicianship empowers him to transform 
complex AI models into expressive digital instruments. Ultimately, all of his work is driven by one 
core mission: to continuously explore and expand the boundaries between technology and music. 
Baisen Wang is a Master's student at the Chinese Academy of Sciences, specializing in generative 
foundation models (DiT, RLHF) and AI-driven music creativity. He has made significant 
contributions to computational music, including pioneering video background music generation 
(ICCV 2023) and developing a retrieval-augmented music generation framework nominated for 
Best Paper at the ISMIR 2025 MA4LLM Workshop. Demonstrating robust underlying AI 
capabilities, Baisen also leads research in long-horizon video generation and diffusion model 
alignment, with leading-author publications at ICML and ICASSP. Currently an Algorithm Intern at 
Meitu Inc., he optimizes industrial-scale DiT architectures, dedicated to bridging core AI 
advancements with highly controllable audio-visual arts. 
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Yuting Wu is a Beijing-based composer specializing in electroacoustic music, experimental 
electronic music, and interactive performance. She holds a Master of Music in Composition 
(Electroacoustic Music and Interactive Media) from the University of Manchester, where she 
graduated with Distinction. Her work explores sound transformation, spatial composition, and the 
emotional and visual dimensions of sound. Yuting’s compositions have been featured in festivals 
including Spaceout: Ambisonics Concert， TAma Music and Arts Festival and MANTIS Festival. 
In 2020, she was awarded at the 16th WOCMAT Phil Winsor International Youth Computer Music 
Competition. 
 
return 0 is an audio-visual livecoding performance that thinks memory through deletion, 
recurrence, and machine-mediated voice in a hyper-reproductive media environment. Through the 
live act of activating, removing, and re-enacting code, the performance treats memory not as stable 
but as processual, turning livecoding into a fragile scene of recollection beyond a transparent 
technical process, one that contests the black-boxed present. The work fuses ambient 
experimentalism and arguably kitschy electropop, treating AI music not as simple generation but as 
mediated return: a voice produced from a human source, extracted, and made strange again. 
Thematically and lyrically drawing on poetic, media-theoretical, and popular-cultural references, 
and thinking the life cycle of text as traces and trash, return 0 becomes a critical fabulation of 
technologically mediated and (dis)embodied memory, offering a posthumanist technoscience of 
embodiment and erasure where countermemory survives when the archive no longer preserves, but 
caches, deletes, and returns us otherwise.  
Yinuo Chen is performing under the moniker pipipri for her livecoding and electronic music 
project, is a London-based musician and researcher. Her artistic practice moves through electronic 
experimentalism, electropop, vocal processing, and machine-mediated vocals. As a non-schooled 
musician committed to a DIY mentality, she uses hardware, code, voice, samples, interfaces, and 
sometimes fungi to explore machine sentiment, posthuman embodiment, and the political and 
ecological spectrum of creative life. As an AI ethicist, she is a PhD researcher in the Department of 
Culture, Media and Creative Industries at King’s College London. Her current research examines 
AI, music, and creative labour, with a focus on how technological systems shape indie artists’ 
musical production, mediation, and circulation. Before her doctoral research, she was trained in 
feminist science and technology studies during her MPhil in Multi-disciplinary Gender Studies at 
the University of Cambridge as a Cambridge Trust Scholar, and in postcolonial literature in 
mainland China. 

Planting and Shaping the Neural Tree 
We present a live performance for experimental electronic music in which a continuously evolving 
neural network joins two human performers to form an improvising trio. Rather than training a 
generative model on pre-existing works, we use neuroevolution loosely inspired by NEAT to grow a 
feed-forward neural graph in real time, with no formal optimization objective. Following a tree 
metaphor, the performers engage the network in two complementary roles: one "plants" its seed by 
controlling parameter initialization and mutation, while the other "shapes" its canopy by mapping 
outputted MIDI and control events to different synthesizers and their parameters. Using the Godot 
game engine, the evolving topology is rendered visually as a live, wind-blown tree, giving the 
audience a direct view of the organism’s growth. Built on the open-source BbMuse framework, our 
approach foregrounds lightweight, real-time AI that learns alongside the musician without the use of 
pre-curated data, treating the machine as a creative collaborator. 
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Fabian Ostermann is a musician and AI researcher based in Dortmund, Germany. He completed 
an M.Sc. in computer science at TU Dortmund University while simultaneously pursuing a B.A. in 
Jazz guitar with a focus on composition at the Folkwang University of the Arts in Essen.  
Currently, he is a PhD student at the Chair of Computational Intelligence, working on resource-
efficient generative AI in human-centered systems. He recently developed the BbMuse framework 
for interactive AI music. His earlier system, EAR-drummer, generates adaptive backing tracks for 
Jazz musicians in real time and marked his entry into research in 2017. Since then, combining 
improvised acoustic music with interactive intelligent programs has been his main artistic endeavor. 
His peer-reviewed publications span LLM-guided music evolution, AI for video game music 
composition, and musical taste prediction. He has presented internationally across Europe, Canada, 
and Japan, given public talks on AI in music, and teaches courses on algorithmic composition and 
music informatics at TU Dortmund. 
Tim Loehde is an artist and musician based in Düsseldorf and Vienna. He studied fine art at the 
Kunstakademie Düsseldorf and specialises in multisensory installations. His practice includes 
concert performances and exhibitions that incorporate a diverse array of elements – physical 
objects, synthesizer, piano, and computer. 
His artistic research explores how sound can sculpt dynamic and unpredictable spatial experiences 
through algorithms. He investigates whether music can nestle in materials and objects or transform 
into materiality itself. Tim Loehde sees his music as a network that deforms and reproduces realities 
in a shifted way. Central to this approach is the intentional loss of control, creating space for 
improvisation and unexpected outcomes. 
Tim Loehde’s works and music have been presented internationally in countries including Germany, 
Taiwan, Japan, South Korea, the UK, Denmark, Iceland, Norway and the Netherlands. In 2023, he 
released the album „MK/CT“ together with Chris Dreier (Tödliche Doris). In 2025, he released his 
first collaboration with Juli Lee, „temporarysign / gaemi“. 

Latent Jamming is a real-time improvisation practice with neural audio models that embraces 
concepts of algorithmic and generative composition techniques. As an example, I present Reykjavík 
Sunburn, the most recent setup in a larger practical research effort dedicated to exploring musical 
qualities in working with generative neural nets for audio, conceived both as hybrid instruments and 
as autonomous actors. In Reykjavík Sunburn, I act inside the latent space of four self-trained 
models, steering mood, density, and rhythmicality by exploring parameter settings in signal streams 
that resemble latent embeddings. By doing so, I replace deterministic composition with guided 
exploration: tweak, listen, stabilize, vary. Latent Jamming in Reykjavík Sunburn concludes that 
neural audio synthesis can extend creative practices in electronic music performance and 
composition by leveraging the unpredictable behaviour of the models from a control interface that 
caters for creative intent.  
Martin Heinze: Martin Heinze is a sound artist, composer and musician operating in the field of 
experimental electronic music. 
His current practical research revolves around injecting concepts of generative 
music and algorithmic composition into electronic music genres that are 
deterministically driven and expanding composition and music-making 
processes using neural audio synthesis. 
He also runs Weevil Neighbourhood, a DIY label and outlet for music and mixed 
media. 

Latent Sampling presents a live set built around PLAUD, a DDSP architecture which encodes 
corpus timbres into a variational latent space and learns its temporal character via transformer-based 
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autoregressive priors. The performance is built around the use of multiple specialized models 
trained on small, curated corpora. Trajectory sampling is a central interaction mode that translates 
familiar audio sampling operations into the latent domain: control paths from manual modulation or 
the prior can be looped, sliced, reversed, and replayed at variable speeds. Differently from audio 
sampling, due to the temporal context, the synthesised sound depends not only on the punctual 
playback position, but also on the broader playback conditions, including the preceding control 
trajectory and playback speed. Bending operations further intervene via component limiting and 
waveshaping, producing out-of-distribution behaviour. The performance attempts to expand the 
gestural repertoire of audio sampling by leveraging the material affordances of the neural synthesis. 
Błażej Kotowski is a researcher and sound artist working with machine learning and generative 
audio. He focuses on building small-scale systems that operate with limited data and compute, 
embracing uncertainty as a creative condition. His work spans performances, installations, and 
custom tools that explore the aesthetics of unpredictability and failure. As a live performer, he 
creates computer-based sets that range from immersive and textural to rhythmically driven and 
disruptive. 
Across formats, he explores how sound can shape, distort, or complicate our understanding of 
intelligent systems and their limits. His music has been released on labels including Vaagner / 
Vaknar, Audio. Visuals. Atmosphere., Trust Collective, Amulet Of Tears, and Hurt By The Sun. He 
has performed and presented work at the 12th Seoul Mediacity Biennale, Ars Electronica, AMRO 
Festival, Stream Festival, Sonic Territories, MFRU, CYENS WIP, Phonon, Mixtur Festival, Hangar, 
Can Sisteré, and +RAIN, among others. 
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